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‘Etat de l’art GPU Computing’ 
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1995 
5,000 triangles/second 
800,000 transistors GPU 



2011 
350 Million triangles/second 
3 Billion transistors GPU 



NVIDIA 
SuperPhones to SuperComputers 
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1 Million CUDA  
Developer Toolkit Downloads 

GPU Computing Today 

   CUDA Capable GPUs 300 Million 

   CUDA Toolkit Downloads 1 Million 

   Active CUDA Developers 150 Thousand 

   Universities Teaching CUDA 450 



Getting Started with GPUs 

TRY 
 

 

Try CUDA Toolkit on your Notebook or 

Desktop with CUDA Enabled GPU 

DEVELOP 
 

 

Optimize HPC Apps on Compute 

Workstation with Tesla GPUs 

DEPLOY 
 

Run apps in production with GPU 

Compute Cluster 



CEA 
GENCI 
France 

HLRS 
Juelich 

MPI 
Wuppertal 

Germany 

MSU 
RAS 

Russia 

BSC 
Spain 

CSCS 
Switzerland 

CASPUR 
CINECA 

Italy 

ICHEC 
Ireland 

PSNC 
Poland 

Cambridge 
HPC Wales 

Oxford 
UK 

Neils Bohr 
Denmark 

Groningen 
Netherlands 

GPU Supercomputers in Europe 



GPU Computing Developer Ecosystem 
Debuggers 
& Profilers 

cuda-gdb 
NV Visual Profiler  
Nsight for MS VS 

Allinea 
TotalView 

MATLAB/Jacket 
Mathematica 
NI LabView 

pyCUDA 
 

Numerical 
Packages 

C 
C++ 

Fortran 
OpenCL 

DirectCompute 
Java 

Python 

GPU Compilers 

PGI Accelerator 
CAPS HMPP 

Par4All 
mCUDA 

Parallelizing 
Compilers 

BLAS 
FFT 

LAPACK 
NPP 

Video 
Imaging 

Libraries 

Consultants & Training Solution Providers 

nv-smi 
Bright Cluster 

Rocks Roll 
Scyid 

PBS Pro 
Cluster  Manager 

Cluster  
Management 

http://www.supermicro.com/
http://en.wikipedia.org/wiki/File:Logo_groupe_bull.jpg
http://images.google.com/imgres?imgurl=http://fishtrain.com/wp-content/uploads/2007/09/cray_logo.gif&imgrefurl=http://fishtrain.com/2007/09/03/nvidias-playbook/&usg=__mBEPjqB6tUo0mps50ld866NdmmI=&h=70&w=160&sz=3&hl=en&start=8&sig2=erIWlru80_C67bxBapde6g&tbnid=ooG9_suq3ywK-M:&tbnh=43&tbnw=98&prev=/images?q=cray+logo&gbv=2&hl=en&ei=aHYpSvyWEo-ctgPd-dXxCg
http://www.google.com/imgres?imgurl=http://blog.taragana.com/wp-content/uploads/2009/05/nec-logo.jpg&imgrefurl=http://blog.taragana.com/index.php/t/east-asia/&h=354&w=354&sz=8&tbnid=YJa5kHMJJ5aMmM:&tbnh=121&tbnw=121&prev=/images?q=NEC+logo&hl=en&usg=__vqs8CIGTn2HFsKXlXcsnKjhGaww=&ei=Q98zSsTUG4vWsgPysrDODg&sa=X&oi=image_result&resnum=2&ct=image


CUDA GPUs: Support All Languages 

OpenCL is trademark of Apple Inc. used under license to the Khronos Group Inc.  

C++ AMP 

Direct-
Compute 

OpenCL 

CUDA C 

CUDA C++ 

CUDA 
Fortran 

NVIDIA  

CUDA GPUs 

CPU 

Other 

Devices 



PGI CUDA x86  
CUDA Now Available for CPUs and GPUs 

Single CUDA  

C / C++ 

Codebase 

NVIDIA C / C++ Compiler 

PGI CUDA X86 Compiler 

C / C++ Support 

GPU 

CPU 





NVIDIA OpenCL Execution 
2009 2010 

April June Aug Sept Nov March 

OpenCL 1.0 

R190 UDA 

  

Conformant release 

 

• 2D Imaging 

• Global atomics 

• Compiler flags 

• Compute Query 

• Byte Addr. Stores 

 

OpenCL SDK &  

CUDA Toolkit 2.3 

OpenCL 

Visual Profiler 

OpenCL  

Prerelease Driver 

OpenCL SDK 

OpenCL 1.0 

R195 UDA 

• Double Precision 

• OpenGL Interop 

 

 

++ Performance  

Enhancements 

OpenCL SDK &  

CUDA Toolkit 2.3 

OpenCL 1.0 

R195 UDA #2 

• ICD 

• Direct3D9 sharing 

• Direct3D10 sharing 

• Direct3D11 sharing 

• Pragma unroll 

• Local atomics 

OpenCL SDK &  

CUDA Toolkit 2.3 

OpenCL  

Conformant Driver 

OpenCL SDK 



NVIDIA Confidential 

NVIDIA OpenCL Roadmap 

June 2010 Q4  2011 2H 2012* 

OpenCL is a trademark of Apple Inc., used under license by Khronos 

* Estimated schedule based on pace of 

    Khronos OpenCL Working Group to date 

OpenCL 1.1 

R280 

OpenCL 1.1 Beta 

R256 Preview 

• Sub-buffers 

• Host thread-safety 

• 3 comp. vectors 

• More img formats 

• OpenGL interop+ 

• Event callbacks 

OpenCL SDK OpenCL SDK 

Potential Minor Update 



Ease 

of Use 

Performance 

CUDA 1.0 
Program GPUs using 

C, Libraries 

CUDA 2.0 
Debugging, Profiling, 

Double Precision 

CUDA 3.0 
Fermi, New Libraries, 

Big Perf. Boost 

CUDA 4.0 
Parallel Programming 

Made Easy 

CUDA 4.0: Big Leap In Usability 



Unified Virtual Addressing 
Easier to Program with Single Address Space 

Without UVA 

          

With UVA 

System 

Memory 

CPU GPU0 

GPU0 

Memory 

GPU1 

GPU1 

Memory 

System 

Memory 

CPU GPU0 

GPU0 

Memory 

GPU1 

GPU1 

Memory 

PCI-e PCI-e 

0x0000 

0xFFFF 

0x0000 

0xFFFF 

0x0000 

0xFFFF 

0x0000 

0xFFFF 



NVIDIA GPUDirect™ 

•  Direct access to CUDA system 

memory for 3rd party devices 

•  Fast path eliminates unnecessary 

sysmem copies & CPU overhead 

•  MPI synchronization of CUDA 

memory over InfiniBand 

•  Supported by Mellanox & QLogic 

•  Up to 30% improvement in 

communication performance 

 

 Ver 1.0 Ver 2.0 

• Peer-to-Peer memory access, 

transfers & synchronization 

 

• MPI implementations natively  

support GPU data transfers 

 

• Less code, higher programmer 

productivity 

Details @ http://developer.nvidia.com/object/gpudirect.html  

http://developer.nvidia.com/object/gpudirect.html


NVIDIA GPUDirect 1.0: Faster Communication with GPUs 

CPU 

GPU Chip 

set 

GPU 
Memory 

InfiniBand 

Frame Grabber 

Hard drives 

Main 

Memory 1
 

2
 

30% Savings in Communication Time 



GPUDirect v2.0: Peer-to-Peer Communication 

Direct Access Direct Transfers 

GPU1 

GPU1 

Memory 

GPU0 

GPU0 

Memory 

Load / Store cudaMemcpy() 

GPU0 

GPU0 

Memory 

GPU1 

GPU1 

Memory 

PCI-e PCI-e 



C/C++ Future Directions 

CUDA Toolkit 4.x  

• Runtime Compile from 

C/C++ 

 

• assert(),  stdio (fwrite) 

 

• Attach debugger to 

process 

 

• Inline PTX 

• GPU Reset 

 

• Perl/Python 

Bindings for NVML 

 

• Ganglia  

 

• Callbacks/Events 

for NVML 

 

 

CUDA Toolkit 5.x  

 

• GPUDirect v3 

 

• Asym Distributed 

Shared Memory 

 

 

 

 

• Checkpoint API 

 

• Power management API 

2011 2012 

CUDA Roadmap 



Strategic Focus on Applications 

Senior-level relationship and market 

managers 

 

Dedicated technical resources 

 

More than 150 people devoted to 

libraries, tools, application porting 

and market development 

 

Worldwide focus 



Wide Adoption of Tesla GPUs 

Finance Government Edu/Research Oil and gas Life Sciences Manufacturing 

 
Reverse Time 

Migration 
Kirchoff Time 

Migration 
Reservoir Sim 

 
Astrophysics 

Molecular 
Dynamics 

Weather / Climate 
Modeling 

 
Signal Processing 
Satellite Imaging 
Video Analytics 

Synthetic Aperture 
Radar 

 
Bio-chemistry 

Bio-informatics 
Material Science 

Sequence Analysis 
Genomics 

 
Risk Analytics 
Monte Carlo 

Options Pricing 
Insurance 
modeling 

 
Structural 
Mechanics 

Computational 
Fluid Dynamics 
Machine Vision 

Electromagnetics 

http://www.nvidia.com/page/home.html
http://www.simulia.com/index.html


CAD/ CAM/ 

CAID 

CAE/ EDA 

 

Computational 

chemistry 

Computational 

Finance 

Defence & 

Intelligence 

Digital 

Content 

creation 

Physical 

Sciences 

Seismic 

processing 

and 

visualization 

Autodesk  

 

Ansys 

 

Amber 

 

MATLAB Ikena Adobe 

 

Quda (L-QCD) Schlumberger 

 

Dassault 

Systemes: 

CATIA 

Solidworks 

Dassault 

Systemes: 

Simulia 

 

NAMD 

 

Mathematica Intergraph Autodesk M&E 

 

WRF Landmark 

PTC 

 

 

Nastran 

 

Gromacs NAG ESRI Avid 

 

ACUSA Paradigm 

Siemens 

 

 

LSTC 

 

 

Lammps Murex Manifold MainConcept 

 

HOMME 

Synopsys 

 

GAMESS  

 

Sony HYCOM 

Strategic Partners 



CUDA GPU Roadmap 
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2007 2009 2011 2013 

Tesla 
Fermi 

Kepler 

Maxwell 



NVIDIA Tesla M2070-Q 

With full Quadro OpenGL 

Quadro Enhanced performance profile 

Quadro Optimized profiles for 

professional applications 

Certified applications 

Remote OGL Visualization Support 

3rd Party Remote Support:  

MS RemoteFX, Citrix HDX 

AXE – Application Acceleration 

Engines 

Multi GPU: SLI Multi- OS, SLI Mosaic 
Same dimensions, same thermal as Tesla M2070 

Dual slot width, no video out connector 



40% Smaller Tesla Module 

Tesla X 

Tesla M-series 



Fastest Supercomputer in Russia 

Moscow State University 

1.3 Petaflops Peak 

1554 Tesla X2070 GPUs 

+1554 Intel CPUs 

 

Research Topics 

• Ocean Modeling 

• Climate Change 

• Genomic Medicine 

• Galaxy Formation 



Tegra Roadmap  
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2012 2014 

WAYNE 

2013 2010 2011 

TEGRA 2 

KAL-EL 

5x 

LOGAN 

10 

Core 2 Duo 

STARK 



NVIDIA Confidential 

Kal-El — Independent, Dedicated Processing 

CPU 
3X Performance 

Quad Core up to 1.5GHz, NEON 

POWER 
20x Lower Power 

Due to ULP mode 

VIDEO 
4X Complexity 

1080i/p High Profile 

GRAPHICS 
3X Performance 

12 Core, Dual Pixel Pipe 

MEMORY 
3X bandwidth 

DDR3L up to 1600 data rate 

IMAGING 
Better noise reduction & color rendition  

Two simultaneous streams 

AUDIO 
HD Audio 

7.1 channel surround 

STORAGE 
2 – 6X faster 

e.MMC 4.4 and SATA-II 
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GPU Supercomputers: More Power Efficient 

GPU-CPU Supercomputer CPU only Supercomputer 

Performance Power 

Power 



To ExaScale and Beyond 



DARPA Study Identifies Four Challenges for 

ExaScale Computing 

Report published September 28, 2008: 

Four Major Challenges 

Energy and Power challenge 

Memory and Storage challenge 

Concurrency and Locality challenge 

Resiliency challenge 

Number one issue is power 

Extrapolations of current architectures and  

technology indicate over 100MW for an Exaflop! 

Power also constrains what we can put on a chip 

 

Available at  

www.darpa.mil/ipto/personnel/docs/ExaScale_Study_Initial.pdf 



ExaFLOPS at 20MW = 50GFLOPS/W 
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50GFLOPS/W 

10x Energy Gap for Today’s GPU 
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NVIDIA’s Extreme-Scale Computing Project 

Echelon 



Echelon Team 



System Sketch 

Self-Aware  
OS 

Self-Aware  
Runtime 

Locality-Aware 
Compiler &  
Autotuner 

Echelon System 

Cabinet 0 (C0) 2.6PF, 205TB/s, 32TB 

Module 0 (M)) 160TF, 12.8TB/s, 2TB M15 

Node 0 (N0) 20TF, 1.6TB/s, 256GB 

Processor Chip (PC) 

L0 

C0 

SM0 

L0 

C7 

NoC 

SM127 

MC NIC L20 L21023 

DRAM 
Cube 

DRAM 
Cube 

NV  
RAM 

High-Radix Router Module (RM) 

CN 

Dragonfly Interconnect (optical fiber) 
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Jean-Christophe Baratault 
jbaratault@nvidia.com 

Cell +33 6 8036 8483 
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